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1. Introduction

The grammatical encoding of gender provides a useful test-case for understanding the interactions of
lexical semantics, narrow syntax and its interfaces (syntax-semantics and syntax-phonology). We present
two experimental studies testing whether the gender interpretation associated with nominal roots (lexical
semantics) maps onto gender as a syntactic feature and its morphological expression. In Experiment 1,
we compared the repair of gender mismatches for elided nominal predicates with elided pronouns (sloppy
readings). We found that ellipsis makes a distinction between a repair of a gender feature valued by agree
in syntax (partial repair; ellipsis of NPs) and a repair due to gender feature transmission in morphology
(total repair; ellipsis of bound pronouns). In Experiment 2, we tested gender in NP arguments, directly
addressing the distinction between gender interpretation stemming from lexical semantics and gender as
a syntactic feature encoded by agree. Results provide evidence for the autonomy of syntactic features,
and for a dissociation of post-syntactic feature transmission and morphological realization of agree.

2. Gender under NP ellipsis

Some noun pairs that morphologically mark conceptual1 gender, such as actor∼actress, are
asymmetric in that one member of the pair is semantically underspecified, and in turn can be used both
for conceptually male and female referents (Percus, 2011), (1). In contrast, pairs that are superficially
morphologically similar (prince∼princess) show symmetric behaviour semantically, (2).

(1) a. Brad is an actor/ *actress.
b. Angelina is an actor/ actress.

(2) a. Harry is a prince/ *princess.
b. Meghan is a *prince/ princess.

Bobaljik & Zocca (2011) show that the difference is highlighted by VP ellipsis: elided NPs that take
as antecedents the unmarked member of an asymmetric pair (e.g., actor, as in (3a)) are acceptable,
but elided NPs involving a symmetric pair (e.g., prince, as in (3b)) are not. In contrast, when the
antecedents are construed as referring to females, and the lexically feminine members of the pairs are
used, VP ellipsis does not show any contrast between symmetric and asymmetric nouns, (4). Both are
unacceptable.

(3) a. John is an actor, and Mary is too. ASYMMETRIC NOUN
b. *John is a prince, and Mary is too. SYMMETRIC NOUN

(4) a. * Mary is an actress, and John is too. ASYMMETRIC NOUN
b. * Mary is a princess, and John is too. SYMMETRIC NOUN

∗ This work wouldn’t be possible without funding from SSHRC Insight Grants #435-2016-1034 (Grammatical
vs semantic features: the semantics-morphology mapping), and #435-2018-1012 (Processing Pronouns and
Quantifiers; PI: Moulton).
1 Sociological and cognitive construals of gender are complex (see Ackerman, 2019). In the examples reported
here, we assume a one-to-one mapping between a speaker’s usage of gender marking and the intended referent’s
self-identification of gender.
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Bobaljik & Zocca (2011) conclude that masculine forms come in two varieties. Masculine can be
unmarked (actor) or marked (prince), but feminine is always marked. However, Sprouse et al. (2018)
only partially confirmed these predictions experimentally, finding that (4a) was rated significantly better
than (4b). That is, the feminine gender gets repaired under ellipsis for asymmetric actress but not for
symmetric princess. This result is unexpected under most current theories of gender that include an
interpretable gender feature in the syntactic representation of the nominal (Pesetsky, 2013; Kramer,
2015), or that put the locus of variation solely in the morphology module (Bobaljik & Zocca, 2011).

In this paper, we explore an alternative hypothesis. We propose that the morpheme -ess expressing
feminine gender has two distinct structural sources. In the case of symmetric feminine nouns like
princess, the conceptual gender is encoded in the lexical semantics of the derivational suffix -ess.2

Gender encoding as part of the lexical semantics is not the only logical option. Cross-linguistically,
a feminine morpheme also corresponds to a morphological realization of a syntactic gender feature
on n (e.g., Kramer 2015). This syntactic option is not generally employed in English nominals. We
argue, however, that a syntactic gender feature on n has emerged as a structural possibility under socio-
linguistic pressure to strip attributive nominals, such as names of professions and titles, of a gender-
specific meaning as a result of ongoing changes in societal attitudes to gender stereotypes associated with
names of professions and alike. We propose that unlike symmetric feminine nouns, asymmetric feminine
nouns like actress have undergone a grammatical shift. This group of nominals has been emptied of its
lexical meaning, i.e., of being lexically specified as feminine. Instead, for speakers whose lexicon has
undergone this shift, -ess has turned into a morphological realization of n with a valued gender feature
as a narrow syntax feature. Thus, in the VP ellipsis in NP-NP copular clauses we investigate here, -ess
of feminine asymmetric nouns is solely a morphological reflex of agree between the gender feature of
the subject and an unvalued syntactic gender feature on the NP predicate.

The motivation to treat -ess as a morphological reflex of agree comes from number agreement
in nominal predicates. In English, copular clauses exhibit an effect of agree in number (e.g., Béjar
& Kahnemuyipour 2017). As seen in (5), NP predicates agree in number with the subject, i.e., the
number marking on the predicate NP is not semantically interpreted. Instead, the number marking is a
morphological reflex of agree between the subject and the predicate NP.

(5) a. Aya is the tallest student/*students in the class.
b. Aya and Janine are the tallest students/*student in their respective classes.
c. Aya and Janine are the tallest students in their respective classes.

Since English does not have grammatical gender, the copular agreement is usually restricted to
number. We propose, however, that in a subset nominals, namely feminine asymmetric nouns that
we investigate here, NP-NP copular clauses exhibit agreement in gender as well. Thus, the lexically
specified -ess in actress, (6a), has been reanalyzed as a morphological reflex of syntactic agree, (6b).
The difference between the structure of the extended nominal projection in (6a) and (6b) is that the
nominalizing head (n) in (6b) contains an unvalued gender feature. When the subject NP and the
predicate NP enter an agree chain, the value of the gender feature of the subject is matched onto the
unvalued gender feature on the n of the nominal predicate.3 The grammatical analysis is akin to a
shift from a derivational morpheme to a morphological realization of syntactic inflection. Crucially, the
reanalysis in (6b) requires the existence of the root actor emptied of its lexical semantics, i.e., male
conceptual gender. Consequently, the reanalysis opens the door to a third structure: a structure with
genderless n and a root emptied of conceptual gender, as in (6c).

2 This type of -ess is akin to the morpheme zh in Pesetsky (2013).
3 The exact details of how agree is established is not critical for us. For a technical implementation of how agree
can take place in this structural configuration see, e.g., Béjar & Kahnemuyipour (2017). As for the question of
how the subject obtains a gender feature in a language system that generally lacks grammatical gender, see, e.g.,
Kučerová (2018).
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(6) a. -ess as lexically specified derivational morpheme:

JessicaF
. . . nP

n
√
actor +

√
ess

b. -ess re-analyzed as a morphological reflex of agree on n (inflection):

JessicaF

. . . nP

uGENDER⇒F
-ess

√
actor

c. The root stripped of lexical semantics (conceptual gender):

JessicaF
. . . nP

n
√
actor

We propose that the grammatical encoding of gender in the feminine members of symmetric and
asymmetric nominal pairs is not uniform. Instead, gender denotation is lexically specified in symmetric
nouns, i.e., gender is semantically interpreted. In asymmetric nouns, gender is a syntactic feature, valued
by agree and not semantically interpreted. Crucially, the proposed distinction makes predictions for how
these nominal representations behave under VP ellipsis. Experiment 1 is designed to specifically test the
proposed distinction between lexical semantics and syntactic agree using ellipsis. In contrast to Sprouse
et al. (2018), however, we further compare ellipsis involving symmetric and asymmetric NPs to ellipsis
of gendered pronouns. While we replicate Sprouse et al. (2018)’s finding that (4a) is more acceptable
than (4b), its acceptability does not reach the levels of gender-mismatched elided pronouns with sloppy
readings. This contrast suggests a third kind of gender representation, which we characterize as purely
morphological. Further, the reanalysis of the roots of asymmetric nouns as semantically genderless
makes predictions for asymmetric nouns in argument position, which we test in Experiment 2.

3. Experiment 1: Gender under NP ellipsis

In Experiment 1, we test gender under NP ellipsis. Our theoretical proposal for (a)symmetric nouns
predicts that the differences in the gender encoding on symmetric feminine and asymmetric feminine
nominals should be distinguishable under VP ellipsis. Even though the exact nature of the structural
requirements on parallelism under VP ellipsis is still debated, the majority of approaches agree that the
elided constituent does not have to be parallel to its antecedent at the level of the morpho-phonological
representation. Instead, some form of syntax and semantics parallelism is at play (e.g., Sag 1976; Sag
& Hankamer 1984; Merchant 2001; van Craenenbroeck 2010; Merchant 2013). Since ellipsis licensing
requires syntax-semantics parallelism, we expect the lexically specified gender on feminine symmetric
nouns to be part of the computation of the syntax-semantics parallelism for ellipsis licensing. In contrast,
if the -ess morpheme of asymmetric feminine nouns is only a morphological reflex of agree with the
valued gender of the subject, the gender component of -ess on the predicate NP is not interpretable.
Hence, the value of the syntactic gender feature assigned by agree should not be relevant for the
computation of the semantic part of the parallelism requirement (in this case, valued gender is a formal
syntactic feature with no semantic denotation). The agree relation is relevant only for the computation
of the syntactic part of the parallelism requirement. To complete the experimental paradigm, in addition
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to symmetric nouns with lexically specified gender and asymmetric nouns with gender on n valued by
syntactic agree, we also tested bound pronouns under VP ellipsis. Assuming that the gender on bound
pronouns is solely a morphological reflex of feature transmission (e.g., Heim 2008; Kratzer 2009), we
expect the actual gender value to play no role in the computation of the syntax-semantics parallelism
requirement, irrespective of whether the pronoun is bound by a symmetric or an asymmetric noun
(under a sloppy identity reading). That is, our design considered three types of encoding gender in
the grammar: (i) lexical semantics (conceptual gender interpretation as part of the root representation),
(ii) syntax (syntactic feature valuation under agree with no interpretable effect), and (iii) morphology
(morphological realization under feature transmission).

3.1. Method

Participants. Sixty-five participants were recruited online through Prolific (https://www.prolific.co/)
and completed the experiment using the Ibex farm software (Alex Drummond, http://spellout.net/ibexfarm/).
One participant was excluded because they scored less than 50% on the filler items designed to ensure
that participants were paying attention (see below). The remaining 64 participants were self-reported
monolingual speakers of English living in the United States, aged between 18 and 60 years of age (M =
31.6, SD = 9.6). Participants were paid £2 for their participation and provided informed consent prior to
beginning the experiment. They were naive as to the experiment’s purposes.

Stimuli. Each participant read and rated 20 experimental target sentences and 40 fillers. Each target
sentence (experimental or filler) was preceded by 2 or 3 context sentences. Gender (whether the male or
female noun appeared first) and ellipsis type (NP or pronoun) were within subject variables and type of
noun (asymmetric or symmetric) was a between item variable. Type of noun was considered a between
item variable since nouns are either categorized as asymmetric or symmetric. In total, 10 symmetric
and 10 asymmetric nouns were used and participants saw each noun once. Since gender and ellipsis
type were within subject variables, we created four lists of stimuli. Participants read and rated an equal
number of items coded for each variable. A sample item for the asymmetric items is shown in (7)-(8)
and in (9)-(10) for the symmetric items. The gendered nouns were introduced in the context sentences
in the same order in which they appeared in the target sentences.

(7) The actor and the actress are performing in a play. The actor practiced his own lines. The actress
practiced her own lines.
a. Male, Pronoun The actor practiced his lines and the actress did too.
b. Female, Pronoun The actress practiced her lines and the actor did too.

(8) John and Mary went to school together. They now practice the same profession.
a. Male, NP John is an actor and Mary is too.
b. Female, NP Mary is an actress and John is too.

(9) The princess and the prince are getting ready for a ball. The princess put on her own crown. The
prince put on his own crown.
a. Female, Pronoun The princess put on her crown and the prince did too.
b. Male, Pronoun The prince put on his crown and the princess did too.

(10) Sophia and Andrew live in the royal palace. They are the children of the king and queen.
a. Female, NP Sophia is a princess and Andrew is too.
b. Male, NP Andrew is a prince and Sophia is too.

Four types of fillers were used in the experiment (10 of each type for a total of 40). Two types were
used to ensure that participants were reading the context and target sentences as intended. The target
sentences in the truly false fillers were false based on the preceding context. The target sentences in the
unsupported fillers were not supported by the context. We expected these fillers to be rated low since
they were either false based on the context or unsupported by the context. These first two types of fillers
were used to ensure that participants were completing the task as intended. We also included two other
filler types, one which introduced a sloppy identity reading but included two proper names of the same
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gender, and one which introduced introduced a strict identity reading.We expected these last two types
of fillers to be rated high but they were not used to verify participants’ comprehension in the experiment.

Procedure. Participants were instructed that they would be rating a target sentence on a scale of
1 (very bad) to 7 (very good) based on a preceding context. Context sentences appeared in italics to
distinguish them from the target sentences. Participants were explicitly told that they would be rating
the target sentence that followed the context sentences. The target sentence did not appear in italics and
appeared on a separate line on the screen. All text appeared in the centre of the screen. After providing
informed consent and completing 7 practice items to get used to the task, participants were asked to read
each context and target sentence and rate how well the target sentence describes what is going on in the
context. Rating options (square radio-style buttons) from 1 to 7 appeared horizontally on the screen and
the labels very bad and very good appeared on each side, respectively. Participants moved through the
items at their own pace. The experiment took approximately 20 minutes to complete.

Predictions. Because ellipsis licensing requires syntactic and semantic parallelism, we predicted an
effect of gender mismatch in the semantic (lexical semantics) and syntactic (agree) representation. Since
ellipsis licensing does not require parallelism at the level of morphological realization, we did not expect
an effect of gender mismatch in cases where morphological realizations were not identical.

Prediction 1: Lexical semantics We assumed that lexical semantics, in this case, the gender of
symmetric nouns (prince, princess), cannot be ignored. Thus, we predicted that any gender mismatch
under ellipsis with symmetric nouns would be rated as ungrammatical (low judgements).

Prediction 2: Parallelism Masculine asymmetric nouns are fully acceptable in their unelided form
(Angelina is an actor), and we expect the same acceptability under ellipsis. As for feminine asymmetric
nouns, if the -ess in actress is established by Agree, the agree chain with n will violate the syntactic
part of the parallelism requirement but there should be no semantic violation. We expect that stripping
feminine gender in asymmetric nouns under NP ellipsis should be significantly better (higher ratings)
than stripping gender (either feminine or masculine) in symmetric nouns.

Prediction 3: Feature transmission Since gender on bound pronouns arises solely by morphologi-
cal feature transmission, it should not matter whether the antecedent is a symmetric or asymmetric noun.
Parallelism will always be satisfied because there is no syntactic Agree or lexical semantics at play. Thus,
we expect that the pronoun ellipsis conditions will always be acceptable (high ratings), irrespective of
whether the antecedent is asymmetric or symmetric.

3.2. Results

Statistical analyses. Since different participants can interpret the scale from 1-7 differently,
judgements were z-transformed by participant (Schütze & Sprouse, 2014). Linear mixed effects
regression models with participants and items as random effects (Baayen et al., 2008; Baayen, 2008;
Pinheiro & Bates, 2000) were performed on our z-scored data, as implemented in the lme4 package
(version 1.1-21, Bates & Sarkar 2007; Bates et al. 2015) in R (version 3.6.1, R Core Development Team,
2019). P-values were extracted from the lmerTest package in R (version 3.1-0, Kuznetsova et al. 2017).
To reduce skewness, data points that were +/- 2.5 SDs from the residual error of the model were removed.
Models were then refitted. We report here the final fitted models.

Judgement results. Gender (where gendered noun appeared first), Ellipsis type (NP or pronoun)
and Noun type (asymmetric or symmetric) were included as fixed effects and participant and item were
included as random effects. We observed a significant three-way interaction (p = 0.01) between gender,
ellipsis type, and type of noun, as shown in Table 1 and as plotted in Figure 1.

To better understand this interaction and since we made different predictions for NP and pronoun
ellipsis, we separated the data by Noun Type (pronoun versus NP). In NP conditions, there were main
effects of both symmetry and gender. Symmetric nouns were more likely to be rated lower than
asymmetric nouns (β = -0.978, SE = 0.217, t = -4.508, p < 0.01, model not shown) and conditions
in which the male noun appeared first were more likely be rated higher than conditions in which the
female noun appeared first (β = 0.294, SE = 0.05, t = 5.847, p < 0.04, model not shown). There was
also a significant interaction between Symmetry and Gender, as shown in Table 2. Since we predicted a
difference in ratings depending on whether the noun was symmetric or asymmetric, we further separated
the NP data depending on whether the NP was symmetric or asymmetric. For asymmetric nouns, there
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was a main effect of Gender such that conditions in which the male noun appeared first were more likely
to rated higher compared to conditions in which the female noun appeared first (β = 0.483, SE = 0.09,
t = 5.374, p < 0.01, model not shown). There were no significant differences between female and male
nouns for symmetric conditions (β = 0.885, SE = 0.056, t = 1.576, p = 0.116, model not shown).

Table 1: Final mixed-effects model for Experiment 1 (N = 1280 before trimming, 1263 after trimming),
reported as the regression coefficient estimates, standard errors, t-values and p-values. Treatment coding.
Reference levels: Ellipsis: NP, Gender: Female, Noun Type: Asymmetric

Variable Coefficient estimate Std. error t-value p-value
Intercept -0.151 0.097 -1.551 0.13
Pronoun 0.644 0.08 8.093 0.000
Male 0.482 0.079 6.066 0.000
Symmetric -0.797 0.136 -5.859 0.000
Pronoun*Male -0.466 0.113 -4.133 0.000
Pronoun*Symmetric 0.941 0.113 8.317 0.000
Male*Symmetric -0.387 0.113 -3.417 0.001
Pronoun*Male*Symmetric 0.393 0.160 2.458 0.01

Random effects: by-participant intercept (SD = 0.137), and by-item intercept (SD = 0.246).

Figure 1: Three-way interaction plot with predicted z-score values from the linear mixed effects
regression model reported in Table 1 for Experiment 1
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Table 2: Final mixed-effects model for Experiment 1, NP ellipsis conditions (N = 640 before trimming,
628 after trimming), reported as the regression coefficient estimates, standard errors, t-values and p-
values. Treatment coding. Reference levels: Gender: Female, Noun Type: Asymmetric

Variable Coefficient estimate Std. error t-value p-value
Intercept -0.186 0.16 -1.166 0.257
Symmetric -0.718 0.222 -3.232 0.004
Male 0.539 0.072 7.521 0.000
Symmetric*Male -0.479 0.102 -4.699 0.000

Random effects: by-participant intercept (SD = 0.233), and by-item intercept (SD = 0.47).
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In contrast, in the pronoun ellipsis conditions, we observed no significant interaction between
Symmetry and Gender nor did we observe main effects of Symmetry (β = 0.15, SE = 0.102, t = 1.471, p
= 0.16, model not shown) or Gender (β = 0.029, SE = 0.043, t = 0.668, p = 0.505, model not shown).

Our results indicate that the three-way interaction was driven by the NP ellipsis conditions. While
pronoun ellipsis conditions were rated higher than NP ellipsis conditions, ratings did not differ based on
the type of noun or order of the gendered nouns in the pronoun ellipsis conditions.

Prediction 1: Lexical semantics In the NP ellipsis conditions, asymmetric nouns were rated
significantly higher than symmetric nouns (p < 0.01). Lexical semantics cannot be ignored, explaining
why symmetric nouns were rated lower than asymmetric nouns in NP ellipsis conditions.

Prediction 2: Parallelism In the NP ellipsis conditions, male conditions were rated significantly
higher than female conditions (p < 0.01). Since male nouns are acceptable in their unelided form, we
expected them to be acceptable. Female nouns showed a different result. Since semantic parallelism is
satisfied but syntactic parallelism is not, we expected female asymmetric nouns to be rated higher than
female symmetric nouns, but still lower than male asymmetric nouns. This prediction was borne out.

Prediction 3: Feature transmission In the pronoun ellipsis conditions, we observed no difference
between conditions, meaning that all conditions were rated similarly whether the noun was female or
male, symmetric or asymmetric. This effect is predicted if gender on bound pronouns arises solely by
morphological feature transmission. Parallelism is always satisfied.

3.3. Discussion

Our results from Experiment 1 suggest that -ess in actress is no longer lexically specified as female.
Instead, we argue that -ess is a morphological realization of n that syntactically agrees in gender with
the subject. This explains why acceptability judgements on asymmetric nouns in Experiment 1 differed
based on whether the noun that appeared first was female or male, thus confirming the empirical finding
of Sprouse et al. (2018). Male nouns were rated higher than female nouns (see Figure 1, left panel).
Crucially, there was no difference in ratings for symmetric nouns, suggesting that they are still fully
lexically specified as female or male. Elided pronouns were uniformly rated high regardless of either
gender manipulation, suggesting gender on pronouns is a result of morphological feature transmission.
In Experiment 2, we explore the gender status of actor.

4. Experiment 2

The grammar of speakers for whom -ess in predicate NPs is a morphological reflex of Agree should
allow argument instances of asymmetric masculine nouns (actor) to refer to a female. Here we explore
two related hypotheses.
Hypothesis 1: Nouns like actor are truly underspecified for gender (they are in stage 3 of grammatical
re-analysis). This predicts that if actor appears in an argument position, for example as an agentive
subject, it should be compatible with female antecedents.
Hypothesis 2: Nouns in argument positions are different from predicate NPs, e.g., due to an implicated
presupposition of lexical -ess (e.g., Heim 2008; Sudo 2012, cf. Sauerland 2003), which applies only to
referential NPs. The presupposition reasoning predicts actor and actress in argument positions to be in
competition, with actor interpreted as referring to a male.4

4.1. Method

Participants. Sixty-five participants were recruited online through Prolific (https://www.prolific.co/)
and completed the experiment using the Ibex farm software (Alex Drummond, http://spellout.net/ibexfarm/).
Two participants were excluded because they did not use the scale correctly and chose the same value for
most items in the experiment. The remaining 63 participants were self-reported monolingual speakers
of English living in the United States, aged between 18 and 72 years of age (M = 33.9, SD = 13.8).

4 Cf. Merchant (2014). But see also a reply to Merchant (2014) in Sudo & Spathas (2015) that experimentally
contradicts the empirical generalizations reported in Merchant (2014).
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Participants were paid £2 for their participation and provided informed consent prior to beginning the
experiment. They were naive as to the experiment’s purposes.

Stimuli. Each participant read and rated 20 experimental target sentences and 40 fillers. Each
sentence that participants were asked to rate (experimental or filler) was preceded by 2 or 3 context
sentences. The context contained an antecedent clearly gendered as female.

Gender (whether the male or female noun appeared first) and Syntactic Position (subject or
predicate) were within subject variables and type of noun (asymmetric or symmetric) was a between
item variable. In total, 10 symmetric and 10 asymmetric nouns were used and participants saw each
noun once. Again, we created four lists of stimuli. Participants read and rated an equal number of items
coded for each factor. A sample item for the asymmetric items is shown in (11) and in (12) for the
symmetric items. The contexts did not differ for the subject and predicate conditions.

(11) John is attending the opening performance of a play. He is watching a woman in a gold dress
playing Cleopatra. He says:
a. Male, Subject That actor has a wonderful stage presence.
b. Female, Subject That actress has a wonderful stage presence.
c. Male, Predicate She is a wonderful actor.
d. Female, Predicate She is a wonderful actress.

(12) Harry is attending a ball at the palace. He notices a woman enter with a beautiful tiara. He says:
a. Male, Subject The prince is very regal.
b. Female, Subject The princess is very regal.
c. Male, Predicate She is a very regal prince.
d. Female, Predicate She is a very regal princess.

Three types of fillers were used in the experiment. The first type (20 items) introduced a male referent
in the context. That male referent was referred to in the target sentence using either an NP subject
(10 items) or an NP predicate (10 items). The second type of filler (10 items) was used to ensure that
participants were using the full scale. The target sentences did not follow from the context sentences
and used a referent that was not fully introduced in the context sentences. Finally, the target sentence for
the third type of filler (10 items) was unrelated to the context. We expected these fillers to be rated low.
Fillers were not used to eliminate participants from the experiment.

Procedure. The procedure was the same as in Experiment 1. Participants were again asked to rate
target sentences on a scale of 1 (very bad) to 7 (very good) in response to a context.

Predictions. We outline our predictions based on the two hypotheses introduced earlier.
Asymmetric subjects. Under Hypothesis 1, actor is genderless, and there should be no rating

differences between actor and actress when they are used as subjects. Under Hypothesis 2, arguments
and predicates are different, thus actress should be rated higher than actor when referring to a female.

Symmetric subjects. Since symmetric nouns are lexically specified for gender, prince should be
rated poorly. The two hypotheses don’t apply here.

Asymmetric predicates. Neither hypothesis predicts differences between predicate actor and
actress.

Symmetric subjects. Since symmetric nouns are lexically specified for gender, prince should be
rated poorly under both hypotheses.

4.2. Results

Statistical analyses. We adopted the same statistical analyses as in Experiment 1.
Judgement results. Linear mixed effects regression models were run on the z-scored rating data

with Gender (which gendered noun appeared first), Syntactic Position (subject or predicate) and Noun
type (asymmetric or symmetric) as fixed effects and participant and item as random effects. In contrast
to Experiment 1, we did not observe a significant three-way interaction (β = 0.06, SE = 0.155, t = 0.366,
p = 0.714, model not shown) between gender, syntactic position, and type of noun in Experiment 2. The
predicted values of the interaction are plotted in Figure 2. Upon visual inspection of the plot, results for
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symmetric nouns suggest that prince was rated lower than princess for both predicates and subjects, as
we predicted. The two hypotheses made different predictions in subject position for asymmetric nouns.

To explore the asymmetric nouns further and test our hypotheses, we ran a linear mixed effects
regression model crossing Gender and Syntactic position in asymmetric nouns only. This interaction was
statistically significant, as shown in Table 3. This interaction seems to be driven by actress in subject
position. As can be observed in Figure 2, while actor in both syntactic positions was rated similarly
to actress in predicate position, actress in subject position was rated higher than actress in predicate
position. This result is further supported by the fact that we only observed a main effect of Gender in
asymmetric noun conditions, such that male nouns were more likely to be rated lower than female nouns
(β = -0.177, SE = 0.055, t = -3.194, p = 0.001, model not shown). There was no significant main effect
of syntactic position (β = 0.055, SE = 0.055, t = 1.002, p = 0.317, model not shown).

Figure 2: Three-way interaction plot with predicted z-score values from the linear mixed effects
regression model for Experiment 2
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Table 3: Final mixed-effects model for Experiment 2, asymmetric nouns (N = 630 before trimming, 625
after trimming), reported as the regression coefficient estimates, standard errors, t-values and p-values.
Treatment coding. Reference levels: Gender: Female, Syntactic Position: Predicate

Variable Coefficient estimate Std. error t-value p-value
Intercept 0.339 0.066 3.955 0.001
Male -0.043 0.079 -0.553 0.581
Subject 0.177 0.08 2.239 0.026
Male*Subject -0.241 0.112 -2.151 0.032

Random effects: by-participant intercept (SD = 0.063), and by-item intercept (SD = 0.203).

For completeness, we also looked at symmetric nouns. We found main effects of both syntactic
position and gender. Male nouns were more likely to be rated lower than female nouns (β = -1.256, SE
= 0.054, t = -23.18, p < 0.01, model not shown). Nouns in subject position were more likely to be rated
higher than nouns in predicate position (β = 0.13, SE = 0.054, t = 2.395, p = 0.02, model not shown).
Since symmetric nouns are lexically specified for gender, we predicted that prince would always be rated
lower than princess. We do not have an explanation for why nouns in subject position were rated higher
than nouns in predicate position for symmetric nouns.
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4.3. Discussion

Our results partially support Hypothesis 1, following which actor is genderless, or at least on its
way to becoming genderless. Under Hypothesis 2, arguments are different from predicates. Thus, we
would expect that actress should be rated higher than actor in subject position. While this prediction
was borne out, we also saw that actress in subject position was rated higher than actress in predicate
position, which is not predicted by Hypothesis 2. We argue that male asymmetric nouns (actor) are on
their way to becoming truly underspecified for gender, even in argument positions. However, they are
not quite there yet.

5. Conclusion

We presented two experimental studies that used VP ellipsis to probe for three different types of
gender representations: (i) conceptual gender encoded in the lexical semantics of roots (violation of
the semantic parallelism), (ii) gender as a syntactic feature, without a semantic denotation (violation of
syntactic but not semantic parallelism), and (iii) gender on pronouns as a morphological reflex of feature
transmission (no violation). The results provide evidence that a morphologically uniform realization
of gender in English can have distinct structural underpinnings, and that ellipsis is a viable tool to
detect these structural differences. Our study further contributed to our understanding of the structural
underpinning of socio-linguistically driven changes in the gender representation of nouns of professions.

References

Ackerman, Lauren (2019). Syntactic and cognitive issues in investigating gendered coreference. Glossa: A Journal
of General Linguistics 4:1, 117. DOI: http://doi.org/10.5334/gjgl.721.

Baayen, Harald (2008). Analyzing linguistic data: A practical introduction to statistics using R. Cambridge:
Cambridge University Press.

Baayen, Harald, Douglas J. Davidson & Douglas M. Bates (2008). Mixed-effects modeling with crossed random
effects for subjects and items. Journal of Memory and Language 59, 390–412.

Bates, Douglas, M. & Deepayan Sarkar (2007). The lme4 library. URL: https://CRAN.R-project.org/package=lme4
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