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1. Introduction
This paper presents an unsupervised batch learning algorithm for phonotactic grammars without a
priori Optimality-theoretic (OT) constraints (Prince and Smolensky 1993, 2004). The underlying premise
is that linguistic patterns (such as phonotactic patterns) have properties which reflect properties of the
learner. In particular, this paper explores one way in which a learner benefits from considerations of
locality; i.e. “the well-established generalization that linguistic [here: phonological] rules do not count
beyond two” (Kenstowicz 1994:597).1 The formalization of locality adopted here leads to a novel,
nontrivial hypothesis: all phonotactic patterns are neighborhood-distinct (to be defined in §5).

1.1 Background
The foundational work in learning OT grammars (Tesar 1995, Tesar and Smolensky 1998) solves the
problem of determining the constraint ranking given a set of constraints, underlying forms and candidate
sets. Much work builds on this foundation (Boersma 1997, Tesar 1998, Hayes 1999, Boersma and Hayes
2001, Pater and Tessier 2003, Pater 2004, Prince and Tesar 2004, Hayes 2004, Riggle 2004, Alderete
et al. 2005, Merchant and Tesar to appear, Wilson 2006, Tessier 2006, Boersma 2006). Recent research
also shows that learning is possible even when the learning data is small relative to the possible number
of grammars (Lin 2002, Riggle in preparation). Despite these welcome results, there has been growing
interest in algorithms that can learn grammars without underlying forms (Alderete et al. 2005, Jarosz
2006, Merchant and Tesar to appear, Riggle 2006) and without a priori constraints.
Hayes (2004) motivates a ‘pure phonotactic learner’ by hypothesizing that a complete phonological
grammar is more easily learned in stages: the phonotactics of the target language are learned prior to the
alternations. This strategy follows from the observation that children appear to acquire alternations later
than the phonotactics, much of which appears to be in place by as early as one year. The learning model
in Albright and Hayes (2002, 2003), for example, succeeds in part because it has been given phonotactic
constraints that cued rule discovery. (See Gildea and Jurafsky (1996) for another study of rule induction.)
There is a growing body of phonotactic learning algorithms, including Ellison (1991), Frisch (1996),
Coleman and Pierrehumbert (1997), Frisch et al. (2004), Albright (2006), Goldsmith (2006) and Hayes
and Wilson (2006). Unlike many of these works which propose stochastic phonotactic models, this
algorithm returns only categorical generalizations. Gradient phonotactic models are often evaluated by
analyzing how the mature, learned grammar matches humans’ performance on ‘wug’ tests pioneered by
Berko (1958). This learner, inspired by Angluin (1982), is evaluated by demonstrating that the target
grammar is returned by the learner given a sufficient word sample generated by the target grammar.2
In §2, I introduce the case studies under consideration. In §3, I define the algorithm and illustrate
it with one of the case studies. §4 discusses the results of the algorithm. In §5, I introduce a class of
languages and the neighborhood-distinct hypothesis.

2. Three Case Studies
There are three pseudo-languages considered in this paper: a language in which the value of the
∗
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[ATR] feature predictably follows from the first vowel (e.g. Kalenjin (Tucker 1964, Lodge 1995) (see
also Baković (2000) and references therein), a language in which the [ATR] feature contrasts everywhere
(e.g. Akan (Stewart 1967, Ladefoged and Maddieson 1996, Archangeli and Pulleyblank 1994)), and a
language where the value of the [ATR] feature is predictable based on whether it is in a closed (-) or
open (+) syllable (e.g. Javanese (Archangeli 1995)). I will refer to these languages as the ATR Harmony
Language, the ATR Contrastive Language and the ATR Allophony language, respectively.
To simplify matters, I assume all languages only allow CV(C) syllables, though word-initially
vowels are acceptable. I assume each language has ten vowels in which {i,u,e,o,a} are [+ATR] and
{I,U,E,O,A} are [-ATR]. Each language has eight consonants {p,b,t,d,k,g,m,n}. Vowels are [+syllabic]
and consonants are [-syllabic] and have no value for [ATR].
Thus, each language has two phonotactics. They all share the same syllable structure phonotactic,
but the distribution of the feature [ATR] differs for each language. I illustrate the learning algorithm with
respect to the ATR Harmony language, and give the results for the other languages in the appendix.

3. The Learner
The learner represents a phonotactic grammar as a finite state machine. Because a finite state machine accepts or rejects words, it meets the minimum requirement for a phonotactic grammar—a device
that at least answers Yes or No when asked if some word is possible (Chomsky and Halle 1968, Halle
1978). Also, they can be related to finite state OT models, which allow one to compute a phonotactic
finite state acceptor (Riggle 2004), which becomes a target grammar for the learner. Finally, they are
well-defined and can be manipulated (Hopcroft et al. 2001).3
In the broadest terms, the learner operates by writing smaller descriptions of the observed forms
guided by the notion of natural class and a structural notion of locality. Specifically, it operates in
three steps. First, it builds a structured representation of the input using natural classes. Second, it
generalizes using an abstract notion of locality I call the neighborhood. Third, it checks for distributional
dependencies to factor out redundancy in the representation. These steps are repeated with natural classes
that pick out fewer and fewer segments, the most general natural classes being considered first.

3.1 Structuring the Input
Consider the ATR Harmony Language, where vowels in each word agree in [ATR]. The table in (1)
provides a sample of words from this language.

(1)

1.
2.
3.
4.
5.

a
ka
puki
kitepo
pati

6.
7.
8.
9.
10.

atapi
bedko
piptapu
mitku
etiptup

11.
12.
13.
14.
15.

ikop
eko
I
kO
pAkI

16.
17.
18.
19.
20.

kUtEpA
pOtO
AtEtA
IkUp
Ak

21.
22.
23.
24.
25.
26.

kOn
pAtkI
kUptEpA
pOtkO
AtEptAp
IkU

How can a finite state acceptor be acquired from a finite list of words like the ones above?
The input is structured by partitioning the segmental inventory by natural class and constructing a
prefix tree. A partition by natural class is a collection of sets of segments which are disjoint but whose
union is the segmental inventory and each which forms a natural class. For example, π0 below uses the
feature [syllabic] to divide the inventory into two non-overlapping groups. π1 divides the inventory into
three non-overlapping groups using the features [+syllabic,+ATR], [+syllabic,-ATR] and [-syllabic].
(2)

π0 = {i, u, e, o, a, I, U, E, O, A} | {p, b, t, d, k, g, m, n}

(3)

π1 = {i, u, e, o, a} | {I, U, E, O, A} | {p, b, t, d, k, g, m, n}

The partitions by natural class act as a lens the learner wears when observing a surface form. For
example, [mitku] is read as [CVCCV] by π0 .
3
See also Johnson (1972), Kaplan and Kay (1994), Ellison (1991), Eisner (1997b,a, 2000), Albro (1998, 2005),
Karttunen (1998, 2006) and Riggle (2004) for finite-state approaches to phonology.
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Constructing a prefix tree is a standard algorithm (Angluin 1982). A prefix tree is built one word at
a time. As each word is added, an existing path in the machine is pursued as far as possible. When no
further path exists, a new one is formed. The prefix tree for the words in (1) using π0 is in (4).4
11

V

V

(4)

0

C

1

C

V

2

V

8

9

C

3

4

C

10

C
V

12

C

16

V

C

13

C

5

V

V

6

17

14

C

V

18

15

7

This is a structured representation of the input forms. The learner has already made some generalizations by structuring the input with the [syllabic] partition π0 —e.g. the current grammar can accept
any CVCV word. However, the current grammar undergeneralizes because it cannot accept words of
four syllables like CVCVCVCV. It also overgeneralizes because it can accept a word like bitE.

3.2 State Merging
This section aims to correct the undergeneralization by merging equivalent states in the prefix tree.
State-merging is a process where two states are identified as equivalent and then merged (i.e. combined).
A key concept behind state merging is that transitions are preserved (Hopcroft et al. 2001, Angluin
1982). This guarantees that the post-merged machine always accepts every word the pre-merged machine
accepts, though the post-merged machine may accept more.
To illustrate, consider the machine on the left hand side of (5). When states 1 and 2 are merged,
transitions must be preserved. Consequently, in the merged machine, shown on the right, there is a
transition from state 12 to itself—this is the transition from state 1 to state 2 in the pre-merged machine.
The machine on the left only accepts one word {aaa}, but the post-merged machine accepts an infinite
number of words {aa, aaa, aaaa, . . .}.
a

(5)

0

a

a

1

2

a

3

a

0.

12.

a

3.

Which states are chosen to be merged determines the kinds of generalization that can be made. This
learner merges states iff their immediate environment is the same. This environment is the neighborhood.
It is:
(6)

a.
b.
c.

the set of incoming symbols to the state
the set of outgoing symbols to the state
whether it is final or not.

As an example in (7), states p and q have the same neighborhood because they are both nonfinal states,
they can only be reached by the same set of symbols {a,b}, and they can only be departed from by the
same set of symbols {c,d}.
c

a
b

(7)

q

d

a
a
b

c

p

d

The learner merges states in the prefix tree with the same neighborhoods. For example, states 4
and 10 in (4) have the same neighborhood. So these states are merged. When all states with the same
4

For all machines in this paper, I mark the start state with 0, and final states with double peripheries.

189
neighborhood have been merged in the prefix tree the result is given in (8).5
C

2

V

(8)

V

1

C

V

0

3

C

The machine in (8) accepts the words V, CV, CVC, VCV, CVCV, CVCVC, CVCCVC, . . . . In fact,
the learner has generalized exactly in the manner desired; i.e. it has acquired the syllable structure
phonotactic. Note there is still overgeneralization because the ATR vowel harmony constraint has not
been learned (e.g. bitE can be accepted by the machine in (8)).
So far, learning has proceeded in two steps. A prefix tree is constructed using some partition by
natural class. States with the same neighborhood in the prefix tress are then merged.

3.3 Distributional Dependencies
This section explains how the learner decideds to exclude words like bitE from being generated by
the grammar. This step involves comparing the machine just acquired to ones previously acquired and
factoring out redundancy. Since the learner has acquired only one machine at this point, this step is
skipped in the first loop of the algorithm.
In subsequent loops, the algorithm repeats the prefix tree construction and state-merging steps using
a finer partition by natural class. I illustrate by using partition π1 above. When the prefix tree is built
with π1 and the states with the same neighborhood are merged, the result is shown in (9).
[-syl]

[+ATR]

4

[+ATR]

[+ATR]

(9)

0

[-syl]

7

[-ATR]

5

[-syl]

6

[+ATR]

[-ATR]

[-syl]

1

[-ATR]

2
[-ATR]

[-syl]

3

Every word this machine accepts does not contain vowels with different values for [ATR]. The
learner has the right language—again, just by structuring the input and merging states with the same
neighborhood, the learner makes the right generalization. However, the machine redundantly encodes
the syllable structure. Now it is possible to introduce the third step of the learner, which aims to factor
out redundancy by checking for distributional dependencies.
In particular, the learner needs to know if the distribution of the [ATR] features depends on the
distribution of consonants. The intuition is to ask if the vocalic paths in the syllable structure machine
in (8) are traversed by both [+ATR] and [-ATR] vowels. This is accomplished by carrying out the
following. First remove [+ATR] vowel transitions from the machine in (9), replace the [-ATR] labels with
[+syllabic] labels, and check whether the resulting acceptor accepts the same language as the syllable
structure acceptor.6 Do the same with [-ATR] vowels. If it does in both instances then the distribution of
ATR is independent of [-syllabic]. Otherwise, the distribution of [ATR] depends on [-syllabic].
If the distribution of [ATR] is independent of [-syllabic], the states connected by the [-syllabic]
transition are merged. The idea here is that observing a [-syllabic] element is not something that needs
to be recorded when considering the distribution of [ATR]. If the distribution of [ATR] depends on [syllabic], make two machines, one by merging states connected by transitions with the [+ATR] label,
and one by merging those with the [-ATR] label.
5
The machines shown after merging have been minimized for readability—a minimized machine is the smallest
deterministic machine which accepts the same language (Hopcroft et al. 2001).
6
This is possible by checking if the machines’ minimized versions are identical (Hopcroft et al. 2001).
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In this case, the check above tells the learner that [ATR] is independent of [-syllabic]. Thus, the
learner merges states in (9) that are connected by [-syllabic] transitions. Thus states 0 and 7 are merged,
states 4, 5, and 6 are merged and states 1, 2, and 3 merged. The result is given in (10).
[+ATR]
(10)

[-ATR]

[+ATR]
[-ATR]
GFED
@ABC
89:;
?>=<
GFED
89:;
?>=<
@ABC
GFED
89:;
?>=<
/ @ABC
07
123
456 o
T
T
J
[-syl]
[-syl]
[-syl]

The learner has acquired the vowel harmony constraint.

3.4 Summary of the Learner
The steps followed by the learner are repeated in (11).
(11)

1.Build a prefix tree of the sample with some partition.
2.Merge states with the same neighborhood.
3.Compare this machine to one acquired earlier under some coarser partition by natural class.
(a)If the refined blocks in the partition are independent of the static blocks, merge states
that are adjoined by static blocks.
(b)If not, make two machines by merging states adjoined by the refined blocks.
4.Repeat 1-3 with the next partition until all partitions by natural class are exhausted.

The partitions by natural class are ordered so that the learner considers the coarser partitions before
finer ones. The algorithm incrementally returns individual finite state machines each which encodes
some regularity about the language. Each individual machine is a phonotactic pattern and a surface-true
constraint. A phonotactic grammar is the set of these machines, all of which must be satisfied simultaneously for a word to be acceptable (i.e. the intersection of all the machines is the actual grammar).
Thus, although the vowel harmony phonotactic shown in (10) accepts words with hundreds of adjacent
consonants, this is not a permissible word in the ATR Harmony language because the syllable structure
phonotactic prohibits it.

4. Results and Discussion
The algorithm, restricted to partitions up to size 3, learns the target phonotactic patterns in all the case
studies (see appendix). As mentioned, the algorithm considers partitions other than the ones discussed
so far. For example, in each language, the pattern returned by algorithm with the partition given by
the feature bundles [+high,+syllabic], [-high,+syllabic], and [-syllabic] shows that vowels are freely
distributed with respect to [high]. Likewise, the feature [back] is freely distributed in every language
considered here.
When the algorithm considered the partition that separated low vowels from non-low vowels from
consonants, the ATR Contrastive and ATR Allophony languages showed free distribution. However, in
the ATR Harmony language, the algorithm learned that if there is a third syllable following two syllables
with low vowels, then the vowel in this third syllable cannot be low. This is a surface true fact about the
sample in (1) and is likely due to the sparse input sample that was fed to the learner.
Note that because the algorithm considers all partitions by natural class, the algorithm does terminate
eventually. Whether or not it does in a reasonable amount of time is another issue, given that there may
be simply too many partitions by natural class.7 Let us suppose that this is the case. How can the learner
search this space to find the ‘right’ ones? This is one area where phonetic substance might bias learning
(Wilson 2005) by requiring certain partitions to be ordered before others. Here however, I adopt the
simple strategy of considering only the coarser partitions before finer ones.
7
The number of partitions of a set of size n grows according to the Bell numbers, which is very (!) fast. Since
we are considering partitions by natural class, the number of partitions will be much fewer, but may still grow too
quickly. How quickly depends on the feature system.
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On the other hand, it may be to the learner’s advantage to never reach the finest partitions. It is
possible that state-merging would yield little generalization when the learner uses the finest partition
(where each segment forms its own natural class) because the neighborhoods are so diverse. Since the
final grammar only accepts words that every acquired machine accepts, this potentially eliminates correct
generalizations made earlier. Thus, if there are not too many partitions to exhaustively search, it may be
necessary to stop the learner early.
The question of which partitions the learner needs to consider will be answered when more complex
phonotactic patterns are considered. For example, in Okpe, surface high vowels (which are realized as
glides) do not participate in harmony though mid-vowels do, and low vowels partly participate (Hoffman
1973, Archangeli and Pulleyblank 1994).8 For the learner to discover this pattern it will need to utilize a
partition by natural class of size five to separate the consonants from the high vowels from the [+ATR]
mid vowels from the [-ATR] mid vowels from the low vowels.

5. Neighborhood-Distinctness
In this section, I offer insight into why the algorithm is working, beginning with a definition of a relevant class of formal languages. A language is neighborhood-distinct iff there is a finite state acceptor for
the language such that each state has its own unique neighborhood. Every phonotactic pattern considered
to date is neighborhood-distinct (see also (Heinz 2006)). For example, the phonotactic patterns that constitute the cases studies here are all neighborhood-distinct, which can be easily verified upon inspection.
This naturally leads to a non-trivial hypothesis that all phonotactic patterns are neighborhood-distinct.
This hypothesis is falsifiable since most formal languages are not neighborhood-distinct. One example is the language a∗ bbba∗ , a machine for which is shown in (12). It is provably not possible to construct
an acceptor for this language because there will always be two states with the same neighborhoods.
a

a

(12)

0

b

1

b

2

b

3

Since the learner merges states with the same neighborhoods, it will not acquire this language, even
upon exposure to large samples. In a sense, the learner fails here because it cannot distinguish ‘three’
from ‘more than two’. In this way, neighborhood-distinctness is a property of patterns that learners
can benefit from. Merging states with the same neighborhood helps ensure that neighborhood-distinct
patterns are acquired.
Neighborhood-distinctness is a novel approach to locality in phonology. It provides a strategy
for learning by limiting the kinds of generalizations that can be made. Thus it formalizes the “wellestablished generalization” about locality in phonology as a constraint on learning. Neighborhooddistinctness is also restrictive because finitely many languages are neighborhood-distinct (Heinz 2006).

6. Conclusions
There are many questions for future research. Are all phonotactic patterns neighborhood-distinct?
I.e. will these results hold for more complex phonotactic patterns? Also, what kinds of patterns can the
algorithm learn that are not considered possible and can they be eliminated by other factors? How can
the algorithm be modified to handle noise (Angluin and Laird 1988)?
This paper presents a simple unsupervised batch learning algorithm that succeeds in three case studies. It generalizes correctly using only two notions, natural class and an abstract local notion of environment, the neighborhood. This leads to a novel, nontrivial hypothesis regarding phonotactic patterns:
they are neighborhood-distinct.

Appendix: Results of other case studies
This appendix shows the learning input and the results of the algorithm for partitions π0 and π1 .
8

Thanks to Jie Zhang and Douglas Pulleyblank for bringing this case to my attention.

192
In the ATR Contrastive language, the sample shown in (13) was the input to the learner. Note that
since the [ATR] feature is contrastive, its distribution is free, i.e. unpredictable.

(13)

1.
2.
3.
4.
5.
6.

i
ka
eko
puki
atapi
kitepo

7.
8.
9.
10.
11.
12.

bitki
montan
I
kO
kOn
IkUp

13.
14.
15.
16.
17.
18.

pAtkI
pOtkO
Ak
IkU
atEptAp
dAkti

19.
20.
21.
22.
23.
24.

bedkO
piptApu
mUtku
mitIpa
AtetA
pAki

25.
26.
27.
28.
29.

ikOp
etIptUp
potO
kUtepA
kUptEpA

With the partition π0 , the learner successfully acquires the syllable structure phonotactic shown in (8).
With partition π1 , the learner acquires the machine shown in (14).
[+syl,+ATR]

89:;
?>=<
()*+
/.-,
0
JT

(14)
[-syl]

[+syl,-ATR]

This machine does not restrict the distribution of [ATR] at all.
In the ATR Allophony language, [-ATR] vowels occur in closed syllables, and [+ATR] occur vowels
elsewhere. The input sample for this language is shown in (15).

(15)

1.
2.
3.
4.

a
i
ka
puki

5.
6.
7.
8.

kitepo
pati
atapi
eko

9.
10.
11.
12.

ko
paki
kutepa
poto

13.
14.
15.
16.

ateta
iku
Ak
kOn

17.
18.
19.
20.
21.

pAtki
kUptapa
pOtko
atEptAp
ikUp

As in the other case studies, the learner acquires the syllable structure phonotactic shown in (8) given
partition π0 . With the partition π1 , the learner acquires the following machines in (16).
[+syl,+ATR]
(16)

[+syl,-ATR]
 [+syl,-ATR]
89:;
?>=<
()*+
/.-,
?()*+
/.-,
>=<
/ 89:;
0 `
1
J
[-syl]

a.

b.

[+syl,+ATR]

[-syl] 89:;
89:;
?>=<
()*+
/.-,
()*+
/.-,
/ ?>=<
0 `
1
[-syl]

[-syl]
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